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Abstract
There is a metaphysical difference between person A
killing person B and A merely letting B die. There is
also a metaphysical difference between A saving B and
Amerely letting B live. This paper argues that the meta-
physical difference between saving and letting live gives
rise to a moral difference. It then puts that moral differ-
ence to work: for example, it accounts for the long-felt
moral difference between failing to rescue a drowning
child and failing to donate $4000 to Oxfam (sufficient
for them, in the aggregate, to prevent a child’s death).

1

There is a difference between person A killing person B and it merely being the case that B would
not have died but for what A did—viz. the difference between killing and letting die. There is also
a difference between A saving B, and it merely being the case that B would have died but for what
A did. If Imovemy car out of theway, enabling the fire engine to reach your house in time, itmight
be that you would have died but for my moving my car, but I do not save you—the fireman car-
rying you through the flames does. That latter difference has no name: I will call it the difference
between saving and letting live. That metaphysical difference gives rise to a moral difference.

2

When person B would not have died had person A not acted as she did—when B’s death is a
consequence of A’s actions—in some cases A kills B and in other cases she does not. If I run you
down with my car, then I kill you; if I ignore your drowning cries, I do not kill you, I merely let
you die. That is a very familiar metaphysical distinction (I set aside, for now, whether it gives rise
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754 BYRNE

to a moral distinction). In the same vein, when person B would have died had person A not acted
as she did—when B’s survival is a consequence of A’s actions—in some cases, A saves B’s life and
in other cases she does not. Many familiar cases fall into the former camp: A drags B from the
burning building; A resuscitates B; A shoots C just before C shoots B, etc.; and each time A saves
B’s life. In contrast, here are three examples where B would have died but for what A did, yet A
does not save B’s life:

A simple case of commission: Annie brakes at the red light while Ben crosses the
road in front of her. If Annie hadn’t braked, then she would have run Ben down; Ben
would have died, but for what Annie did, yet Annie didn’t save Ben’s life.
A simple case of omission: a runaway trolley is heading towards a trapped worker.
Thankfully, its momentum has disturbed a boulder which is about to fall onto the
tracks, shielding theworker. Annie is about to stop the boulder, but decides otherwise.
If Annie hadn’t decided otherwise, then the trolley would have killed the worker; the
worker would have died, but for Annie’s deciding not to stop the boulder, yet Annie
didn’t save the worker’s life.
An interesting case of omission: a runaway trolley is heading towards five trapped
workers. Ben is leaning precariously over the footbridge rail observing the situation
and, if he falls, he will stop the trolley before it reaches the five. Annie sees a harsh
wind gusting towards Ben. She could alert him, giving him time tomove to safety, but
she keeps quiet. The wind knocks Ben off the bridge, stopping the trolley. If Annie
hadn’t kept quiet, then Ben would have steadied himself and the trolley would have
killed the five workers; the workers would have died, but for Annie’s keeping quiet,
yet Annie didn’t save their lives.

(I add that skepticism about these (metaphysical) claims would be inappropriate. It is plain that
Annie does not save those lives—imagine Annie boasting otherwise “I saved a life today. . .when
I braked at the red light.” Just as it is plain that A saves B’s life when she, for example, resuscitates
him; just as it is plain that I kill you by running you down with my car; just as it is plain that I do
not kill you when I ignore your drowning cries.)
So, when B’s survival is a consequences of A’s actions, it might be that A saved B’s life or itmight

merely be that B would have died but for what A did. That phrasing—“merely that B would have
died but for what A did”—is cumbersome and it will be useful to have something that better rolls
off the tongue. As I said above, I have adopted “letting live,” where

A lets B live= df B’s survival is a consequence of something A does, yet A doesn’t save
B’s life.

So there is ametaphysical difference between saving and letting live, just as there is ametaphysical
difference between killing and letting die.
I will say that that metaphysical difference grounds a moral difference between saving and

letting live (§5). I will say that the difference accounts for the long-felt difference between Peter
Singer’s famous cases from “Famine, Affluence and Morality” (§6). Afterward, I theorize about
what it is to save another’s life (§§7–9). First though, I turn to the nearby difference between killing
and letting die (§§3 and 4).

3

Many people have thought that the metaphysical difference between killing and letting die
grounds a moral difference between killing and letting die—although it is contested exactly what
that difference amounts to.
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BYRNE 755

Foot (2002a, 2002b) said that it amounts to the following:while it is permissible to let one person
die in order to prevent the deaths of five others, it is impermissible to kill one person in order to
prevent that same number of deaths. And she thought that difference revealed itself across pairs
of cases like these:

The tide is rising and five people are trapped in one cove, while a single person, B, is
trapped in another. A can only make it to one of the two coves in time to rescue the
people trapped inside. A rescues the five; B drowns.

vs
The tide is rising and five people are trapped in a cove. To reach the five in time, A
would have to run down B who is trapped in the access road. A rescues the five; B is
run down.

It reveals itself in how A acts permissibly in the first case (letting one die to rescue the five), but
impermissibly in the latter (killing one to rescue the five).
Thomson (1976, 1985) objected to Foot’s account of the moral difference between killing and

letting die, with following case:
A runaway trolley is heading towards five trappedworkers. A can prevent their deaths
only by diverting the trolley down a spur, where it would instead hit and kill a lone
trapped worker. A diverts the trolley; the five live and B is killed by the trolley.

Since A (seemingly) permissibly kills B in order to save the five, this is a counterexample to Foot’s
account (which proscribes such actions). And if Foot’s account is wrong, then what instead does
the moral difference between killing and letting die amount to?
It is contested. Somehave sought to defend Foot’s account by arguing that Thomson’s case is not

in fact a counterexample to it; others have sought to amend her account such that it can accom-
modate the case; others still have argued for accounts of the difference that are fundamentally
distinct from Foot’s. (And, of course, some remain skeptical of there being any difference.)1
For present purposes, the exact nature of the moral difference between killing and letting die

is not important. I am just going to assume that there is such a difference and that, whatever its
exact nature, it reveals itself in the sorts of cases Foot introduced us to—for example, the two that
open this section. (I return to the nature of this difference in §10.)

4

The preceding section focused on the difference between killing and letting die, but that is largely
historical caprice. Foot was interested in abortion, abortion is amatter of life and death, deaths are
the results of killings (and lettings die), and the literature followed suit—but that need not have
been the case. Foot might instead have been interested in, for example, paralysis and, in turn, she
might have been interested in the moral difference revealed by this pair of cases:

Five people are trapped in one cave, while a single person, B, is trapped in another.
A permanently paralyzing gas is seeping into both caves. A can only make it to one
of the two caves in time to prevent the paralyzation of the people trapped inside. A
rescues the five; B is paralyzed.

1 I cannot list everyone, but for defenders and proponents of Foot’s distinction—in some form or other—see, for example,
Byrne (2021), Kamm (1989), Thomson (2008), and Woollard (2015). For skeptics, see Bennett (1998) and Kagan (1989).
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756 BYRNE

vs
Five people are trapped in that same cave. To reach them in time, A would have
to run over B who is trapped in the access road—he wouldn’t die, but he would be
permanently paralyzed. A rescues the five; B is paralyzed.

The moral difference in question being the difference between A paralyzing B (impermissibly in
the latter case) and merely letting B be paralyzed (permissibly in the former).
Or Foot might instead have been interested in the difference between breaking someone’s leg

and letting someone’s leg be broken. (That difference would reveal itself across cases in which
A can either stop rocks falling onto the legs of five people or stop rocks from falling onto one
person’s legs; versus the case inwhich shemust run over B’s leg, breaking it, in order to prevent the
rocks falling onto the five.) Or she might have been interested in the difference between burning
someone and letting someone be burned. (This time, I leave it as an exercise for the reader to
construct the relevant cases.) And so on.
There is a pattern here. “Kill,” “break” and “burn” are all verbs that can be used both intran-

sitively and transitively. A verb V is used intransitively in a given sentence when it does not allow
a grammatical object (e.g., “the leg broke”), while it is transitive when it does (whether explicitly,
e.g., “Annie killed theman,” or implicitly, e.g., “stop killing [people]!”). If wemark these intransi-
tive and transitive uses with the subscripts “I” and “T,” then we can capture the pattern with the
following schema. For verb V and thing X, where X’s VI-ing is morally relevant,

there is a moral difference between VT-ing X and merely letting X VI.

(e.g., there is amoral difference between breakingT Ben’s leg andmerely letting Ben’s leg breakI).2
We have already seen various instances of this schema—ones that, I presume, Foot would have

endorsed—but there are doubtless many others. (For starters, we can switch out breaking some-
one’s leg for breaking his arm or his toe or his ribs, and so on.) However, I do not introduce the
schema to argue for any of its particular instances, but instead to capture what is shared across
those instances we are already happy with.
Two things about the schema are worth noting. First, “morally relevant” is intentionally vague:

clear enough to rule out there being a moral difference between, for example, breaking some
pebble and letting that same pebble break, but vague enough to not take a stand on whether there
is a moral difference between, for example, defrosting someone’s freezer and letting his freezer
defrost. Since I will not be arguing from the schema to any particular instance, I set this vagueness
aside.
Second, note this linguistic difference: while, for example, “breakT” and “breakI” share an ety-

mological root, that does not hold for “killT” and its intransitive counterpart “dieI.” I am told that
this is because Old English had “cwellT” for “killT,” and “cwelI” for dieI, but, at some point and
for some reason, the intransitive “cwelI” was later replaced by the Scandinavian “dieI,” without
any change of meaning. And that is why “killT” and “dieI” are not etymologically related.3 This
difference in etymology should not vex us here: nor should it vex us presently when it comes to
“saveT” and “liveI.”
What lies behind these various principles? Tomymind, not a lot. Ben’s leg is broken and Annie

stands nearby. According to the moral difference between breaking and letting break, it matters
whether Annie, in the most literal sense, did it; whether she broke it. (Their mother happens

2 I introduced this schema in my (2021).
3 See Parsons (1990, p. 111).
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BYRNE 757

across the scene: “did you do this?” she asks of Annie, “did you break his leg?”) Now, someone
could ask why it matters whether Annie did it or not, but I do not knowwhat sort of answer could
satisfy them. (Compare someone asking the consequentialist “but why is pain bad?” Whatever
answers the consequentialist might owe, that is not one of them—at least not qua normative
ethicist.) To mymind, that is what lies behind these various principles: the simple idea that when
something morally relevant happens, it matters whether this particular person did it (or not);
when B dies, it matters whether A killed him (or not); when B’s leg breaks, it matters whether
A broke it (or not); and so on. (I remind the reader that since I am taking for granted the moral
difference between killing and letting die, it is of little importance—here and now—exactly what
accounts for that difference. The preceding is my view, but readers can take it or leave it.4)

5

If there is a moral difference between saving and letting live, it would be just another instance of
that same schema, fitting that same pattern. X’s living (i.e., her not dying) is morally relevant and
thus, by the lights of that schema,

there is a moral difference between savingT a life and merely letting that life liveI.
But patterns are cheap and, as I said, I do not argue from that schema to any particular instance
of it. Instead, here are two cases in which the difference reveals itself. They are of the same flavor;
the next section will taste different.
We have already seen the first of the pair. Recall An interesting case of omission, above:

A runaway trolley is heading towards five trapped workers. Ben is leaning precari-
ously over the footbridge rail observing the situation and, if he falls, he will stop the
trolley before it reaches the five. Annie sees a harsh wind gusting towards Ben. She
could alert him, giving him time to move to safety, but she keeps quiet. The wind
knocks Ben off the bridge, stopping the trolley.

We have not yet seen the second, which I borrow from Segev (2016) and thus dub Segev’s case:
A runaway trolley is again heading towards five trapped workers. A consequential-
ist is about to push Ben off the footbridge into the trolley’s path, which is the only
way of stopping it. Annie, a champion wrestler, is able to harmlessly restrain the
consequentialist and stop him pushing Ben. Annie does nothing and Ben dies.

To my mind, Annie acts impermissibly in both cases: when I put myself in her shoes, I conclude
that I certainly would alert Ben in the first case and that I certainly would protect him from the
consequentialist in the second. And most everyone I have asked about these cases says the same,
but they have found those verdicts puzzling. They scratch their heads and say “but Annie doesn’t

4 A nearby question asks why there is a moral difference between, for example, “doing” the harm that is the broken leg
or “allowing” that same harm (see, e.g., Thomson, 1990; Woollard, 2015). I have argued elsewhere that we should not be
asking that question, for at least two reasons. First, “doing” and “allowing” are technical terms (as those complex locutions,
above, suggest) and, other things equal, it is better to remain within the confines of natural language where possible (and
“breaking a leg” is, of course, natural language). The second point flows from the first: we have a more limited conceptual
grip over the extension of those technical terms.When a gust of wind blows A atop B, such that B will be suffocated unless
A moves, and A refuses to move, does A “do” the harm that is B’s death or merely “allow” it? A hard question (see, e.g.,
Bennett, 1998, Chap. 6–7). Notice, however, that when we return to natural language the corresponding question is easy:
A plainly kills B by refusing to move. (See Byrne, 2021.) But, in any case, it is not central to anything here.
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758 BYRNE

kill Ben in either case, she just leaves him be, and the result of her doing so is that, both times,
five people live instead of one person; and given all that, why should it be impermissible for her
to do so?”5
And they might have continued. Along with consequentialist principles and familiar deonto-

logical differences between killing and letting die, they might also have considered the Kantian
requirement that we not use people as means—that Annie not use Ben as a means. But Annie
doesn’t use Ben as a means: in the most literal sense, she doesn’t do anything to him whatsoever.
So they might continue to scratch their heads and wonder why it is impermissible for Annie to
have acted, each time, as she did.6 What are they missing?
They aremissing two important facts about each of the cases. If we focus on An interesting case

of omission, in which the wind blows Ben off of the bridge, the first such fact is that:
(a) if Annie had alerted Ben, it is not merely that Ben would have survived, but that

Annie would have saved Ben’s life.
And that fact contrasts with another, mentioned above:

(b) in keeping quiet, Annie did not save the lives of the five (but instead it is merely
the case that they would have died, but for her keeping quiet—she let them live).

5 Segev was puzzled along those same lines: “common theoretical accounts of deontological wrongdoing forbid posi-
tive agency, for example, doing harm or intending harm. Yet not preventing harm does not in itself amount to doing
or intending harm—it is possible not to prevent harm without doing or intending harm” (p. 2051).
6 In conversation, people have suggested that Quinn (1989) has an oven-ready explanation of these cases—one inspired by
the doctrine of double effect. He is interested in the contrast between Strategic Bomber (in which bombs are dropped on
the munitions depot to force the enemy into surrender, but knowing a number of civilians will also be killed) and Terror
Bomber (in which the same number of civilians are deliberately targeted to terrorize the enemy into surrender). He says
the moral difference between the cases is that only in Terror Bomber is it such that “harm comes to some victims, at least
in part, from the agent’s deliberately involving them in something in order to further his [the agent’s] purpose precisely
by way of their [the victims] being involved” (p. 343). Quinn then applies that same explanation to a case similar to the
two introduced here. However, that explanation does not easily translate since Annie does not literally “involve” Ben in
anything whatsoever—he was already involved, both times. (The translation is similarly difficult vis-a-vis Quinn’s own
case, Guinea Pig, in which a doctor lets one patient’s disease take its course in order to study its progression and thereby
save the lives of five other patients: the doctor is not literally involving the first patient in anything.) Quinn says, therefore,
that “deliberately involving a victim in something” should be understood broadly such that it includes instances in which
agents would not have been able to further their goals but for the presence of the victims, and but for “bringing it about
that certain things are true of them [the victims]” (p. 344). If that holds, then perhaps Quinn would have a competing
explanation of these cases. (I stress: a competing explanation.) However: (i) he never tells us why “involving” should be
understand broadly—except that, only by doing so, can he explain Guinea Pig; (ii) it is stretching language to say that
Annie “brings about” Ben’s harm in these cases, which to my ear requires some active involvement; (iii) we have no idea
that Annie is furthering her own purposes by “involving” Ben—perhaps she is just idle and cannot be bothered to save
him; and, as Kamm has pointed out, (iv) Quinn’s explanation overgeneralizes in counterintuitive ways (2007, p. 84). So I
am skeptical that Quinn is able to explain these cases. And even if I am wrong about that, we will soon turn to cases that
Quinn plainly cannot explain.
Relatedly, Ramakrishnan (2016) defends that “it is especially difficult to justify infringing a person’s rights on the basis of

her usefulness to others.” That principle is no help here since, in neither case, does Annie infringe Ben’s rights. I repeat:
Annie does not do anything whatsoever to Ben! (Ramakrishnan also seems to agree on this particular point: “Merely
refraining from acting on someone. . .does not force her to do anything [in the sense required by the preceding principle]”
(p. 144). I say “seems” to agree, because it is not clear tomewhether Ramakrishnan thinks that people have a general right
to be saved. He asserts of various characters that they have rights to be saved, but many of his cases involve doctor–patient
relationships and it is thus possible that he is just talking about a patient’s particular right to be saved by her doctor. The
general claim is revisionary. I assume in line with orthodoxy that no such general right to be saved exists and, therefore,
that Annie does not infringe any right of Ben’s—and, therefore, that Ramakrishnan’s principle does not apply.)
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BYRNE 759

(Just as, in deciding against stopping the falling boulder, Annie did not save the life of the trapped
worker in A simple case of omission, above.) Actually something stronger than (b) is true, and it
is worth mentioning, lest it be missed:

there’s nothing that Annie could have done such that she would have saved the lives
of the five: saving the five was impossible for Annie.

The structure of the case precludes such a possibility—just as it precludes me saving them or you
saving them or Sally Field saving them.
So Annie faced a choice between saving Ben or letting the five workers live. The moral differ-

ence between saving and letting live is such that it was impermissible for her to let the fiveworkers
live, even though the alternative was saving just a single life.
The same goes for Segev’s case. When Annie declined to wrestle the consequentialist (thus

letting him push Ben into the path of the trolley), the following fact held:
(a) if Annie had wrestled the consequentialist, it is not merely that Ben would have

survived, but that Annie would have saved Ben’s life.
And that fact again contrasts with another:

(b) in declining to wrestle the consequentialist, Annie did not save the lives of the
five trapped workers (but instead it is merely the case that they would have died,
but for her declining to wrestle—she let them live).

And, again, something stronger than (b) is in fact true:
there’s nothing that Annie could have done such that she would have saved the lives
of the five workers: saving the five was impossible for Annie.

The case again precludes such a possibility.
Annie again faced a choice between saving one person or letting five others live and the moral

difference between saving and letting live is such that it is impermissible for her to let the five live,
when she could instead save the one.
So there is a moral difference between saving and letting live and it is that difference that

explains why it is impermissible for Annie to keep quiet in the first case and to decline to wrestle
the consequentialist in the second.
Some readers will bristle at all this: “why would it make a difference whether Annie saves

someone’s life or merely lets them live? Surely all that matters, at the end of the day, is howmany
people are alive and howmany are dead.” Such readers might substitute “kill” for “save,” and “let
die” for “let live,” and refer back to the closing paragraph of the previous section for my answer.
In a credo: it matters because it matters what Annie, in the most literal sense, did.
(In conversation, Vishnu Sridharan has pressed me on why the cases in this section are more

structurally complicated than those in the previous sections: here they share something in com-
mon with “trolley” cases, whereas in the previous section they were a simpler choice between,
e.g., killing someone over here or letting some people die over there. This will be explained in §11,
and I set it aside until then.)
As I said, the cases in this section are of a similar flavor. Let us turn to some that are quite

different.

6

Singer (1972) introduced us to two cases: in the first, Annie fails to rescue a child drowning in a
pond because it would ruin her fancy outfit; in the second, Annie fails to donate the cost of that
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760 BYRNE

same outfit to Oxfam, despite knowing that with every such donation the charity is able, in the
aggregate, to prevent a child’s death. Singer then argued from the fact that Annie acts terribly in
the first case (as surely she does), via the premise that there is no moral difference between the
two cases, to the surprising conclusion that Annie also acts terribly in the second case. Ever since,
undergraduates have vainly sought to respond to Singer’s argument by pointing to some ostensible
moral difference between the two cases; and lecturers have, on Singer’s behalf, adjusted one of the
two cases to show that the difference in question does not make a moral difference.
Singer’s own example of this back-and-forth concerns the fact that, in the pond case, Annie is

uniquely positioned to rescue the child, whereas there are millions of others who are equally able
to donate, but decide not to—that is the ostensible moral difference between the two cases. Singer
then adjusts the first case so that many other people are also able to rescue the drowning child,
but do not. Since, in that case, it would still be terrible for Annie to refuse to rescue the child,
Singer concludes that that uniqueness cannot make a moral difference, after all.
Other ostensible moral differences include: that the drowned child is close to Annie, yet

Oxfam’s beneficiaries are far away; that the drowned child would not have drowned but for
Annie’s refusal, yet there is no determinate child who would not have died had Annie given to
Oxfam; that there is only a single drowning child, but many children dying of malaria; and so on.
I leave it to the reader to adjust the relevant cases in order to generate Singer’s responses to these
other differences—I suspect it is all very familiar.
Here is a simple explanation of themoral difference between Singer’s cases: there is a difference

between saving and letting live and only in the first case does Annie fail to save a child’s life—
you save those children you drag from ponds, but not those that are the ultimate beneficiaries
of your few-thousand dollar charitable donation. (In conversation, some people have questioned
that latter claim, which puzzles me because it strikes me as plain. Suppose I had donated $4000 to
Oxfam last year, sufficient for them to prevent a death in the aggregate. I am certain that I would
not thereby have saved a live—just imagine me boasting otherwise! Regardless, the next section
will explain why I could not have saved a life via that donation. Relatedly: given I did not save
the ultimate beneficiaries of my donation, what did I do to them? I take that up in the subsequent
section.)
Testing this explanation is simple enough. We need only consider variations of Singer’s two

cases and ask whether, for each of them,
Annie acts terribly by refusing to ɸ iff by ɸ-ing, Annie would have saved a child’s life.

Simple, but tedious. Instead of considering variation after variation, we might consider a single
convoluted case that incorporates all of the ostensible moral differences mentioned, above:

A number of children are drowning in a Russian lake. An automated lifeguard system
protects the lake, but is currently deactivated. Once activated, it will rescue the first
child that passes under its sensor, before deactivating permanently. The lake is very
choppy and the children are chaotically bobbing around in the vicinity of that sensor.
The system’s activation switch lies in the middle of a pond in Boston. Hundreds of
people surround that pond, Annie included. Annie could swim into the pond and
activate the switch, but she doesn’t for fear of ruining her outfit. Nor does anyone
else.

Here, Annie is not uniquely positioned to act (given the many others by her pond); nor are the
drowning children close to Annie (they are in Russia); nor is there any determinate drowned child
who would not have died had Annie acted differently (because, given the choppy weather, there
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BYRNE 761

is no fact as to which child would have first passed under the sensor after Annie had activated it);
nor is there only a single drowning child.
Despite all that noise, the following is clear: if Annie had activated the switch, then she would

have saved a child’s life. I trust that it is also clear that Annie acts terribly by refusing to activate
that switch.
That was a variation of Singer’s pond case—let us consider a variation of the charity case. I

assumed, above, that the charity in the original case operates like, for example, Oxfam and there-
fore that it is not the case that Annie would have saved a child’s life by donating that few-thousand
dollars. It is instructive to imagine a donation in virtue of which the donor does (or would) save
a child’s life. However, to do so, we must travel a long way from Oxfam—passing cases in which
it remains clear that the donor would not save a child’s life and others in which it is increasingly
unclear either way.7 In any case, we eventually arrive at something like the following:

A child is drowning in a distant lake. She can only be reached in time via helicopter,
but Pilot has run out of fuel and money. Annie is the only other person around and
Pilot asks her for the requisite funds. Annie refuses since she wants to buy herself a
new outfit. Pilot doesn’t make it to the lake and the child drowns.

It is a daft case, but Annie surely acts terribly in refusing to donate the money. Why is that?
Because, in doing so, she failed to save the child’s life.
That is only two test cases, and I invite readers to consider others. I propose thatwe can continue

to convolute and change the details, but so long as it remains the case that Annie fails to save a
child’s life, then it will remain the case that she acts terribly—and vice versa. I add that, on its
face, that sounds rather sensible: failing to save a child’s life is a uniquely terrible thing to do.
Singer challenged us to find the moral difference between Annie failing to rescue a drowning

child and her failing to donate to Oxfam. The difference between saving and letting live has been
staring at us for ages as the answer to his challenge: only when Annie fails to rescue the drowning
child does she fail to save a child’s life.

7

Over the preceding sections, I have asserted of various cases that so-and-so did (or did not) save
someone’s life by doing such-and-such. In §2, I commented, after some such assertions, that
skepticism about those particular claims would be misplaced. That is because those assertions
concerned clear cases: if A resuscitates B, then A plainly saves B’s life; if, as in A simple case of
omission, A does not interfere with the boulder that is tipping onto the track between the trolley
and B, then A plainly does not save B’s life. (Just as if A shoots B, then A plainly kills B, etc.)
What goes for those cases, goes for the majority of other cases too, since the majority of cases are
similarly clear, and much progress can be made with just them.
But what about unclear cases? Just above, I claimed that Annie would not, by donating $4000

to Oxfam, save anyone’s life (even though $4000 is what it costs Oxfam, in the aggregate, to save
a life). And, in conversation, some people have said that that is an unclear case. What are we to
do about such cases?
One response is to search for an analysis of saving (and of killing and of breaking, etc.—or

perhaps a single analysis covering them all) whichwill tell us whether A saved B for any particular

7My view makes a prediction: vagueness as to whether Annie would have saved a life by donating will coincide with
vagueness as to whether Annie acts terribly by failing to donate. (See also footnote 17.) I leave such testing to the reader.
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762 BYRNE

case. I have little hope for such analyses—both here and more generally (see Byrne 2021, 2023a,
2023b, §5). Instead, I think the best we can do is take the unclear cases as they come and, slowly,
build up some theory—no small task. I get that task underway here by focusing on donations to
Oxfam; I continue with shifted focus in the next section.
Last year, Agatha donated $4000 to Oxfam (which was sufficient, in the aggregate, for them to

prevent a death); and last year Annie dragged a drowning child from a pond. I claim that Annie
thereby saved a life, but Agatha did not. Why is that?
Here is an attractive principle: if A saved someone’s life, then there exists some B such that A

saved B’s life. If this principle is right, then it would account for why Annie did save a life last
year, but Agatha did not. After all, Annie saved the drowning child, but there is no determinate
person that Agatha saved by donating that money to Oxfam. Instead, her $4000 went into a pot of
millions, whichOxfam then distributed (likelymonths later) to itsmany beneficiaries: what could
possibly fix whether Agatha saved this beneficiary or that beneficiary or that other beneficiary?
But is the principle right? It certainly seems right, particularly compared with its kin: if A broke

a window, then there exists some window that A broke; if A killed someone, then there is some B
such that A killed B; if A saw someone, then there is some B such that A saw B. And it certainly
seems right when we consider the semantics of “A saved someone’s life”: what else could that be
but “there is some person B such that A saved B.” And it certainly seems right when measured
against the truths its denial would license: “I saved someone’s life last year, but there is no par-
ticular life that I saved” (and, relatedly, “I saw someone in the room, but there is no particular
person that I saw”; “I broke a window, but there is no particular window that I broke”). Is there
good reason to reject it, nonetheless?8
Here is one case that might give us pause (borrowed from Parfit (1986, Chap. 3)). Suppose per-

sons B1 and B2 are trapped in a flooding mineshaft and can be lifted to safety only if persons A1
and A2 stand on a particular platform. Isn’t it the case that A1 saved someone’s life by standing on
the platform, even though there is no particular person that A1 saved (since it would be arbitrary
to pick between B1 and B2)? It is not: A1 (together with A2) saved both B1 and B2; A1 saved two
lives that day, she just did it together with A2 (just as Annie and the helicopter pilot each saved
the drowning child’s life together). It is a mistake of metaphysical mathematics to calculate how
many lives so-and-so saved by dividing the total number of lives saved by the total number of
savers—two surgeons operating all night do not each save half a life, but, instead, each of them
saved a single life.9
(I suppose the zealot might want to insist that what goes for A1 here also goes for Agatha: viz.

that, by donating $4000 to Oxfam, she saved, e.g., a million lives (or however many lives it is that
Oxfam saved this year). There is little to recommend that conclusion: Agatha plainly did not save
a million lives. Why should Agatha come apart from A1 in this way? This is a tricky question and
I do not have an answer, but the zealot might take refuge in the following difference between
the two cases: while it is true that fewer people would have been saved had A1 not stood on the

8 This principle should not be confused with its counterfactual cousin: viz. if A would have saved someone’s life by ɸ-ing,
then there is some particular person B such that A would have saved B’s life by ɸ-ing. That principle is falsified by cases
in which who A would have saved would have been determined by, for example, the roll of a die. However, even in a such
a case it would be true that: if A had ɸ’d, then there would have been a particular person such that A saved him (i.e., the
person whose number came up on the die).
9 And, forwhat it isworth, Parfit (1986) agrees (hewrites regarding a case inwhich a group together save a hundred people):
“it is no objection to this view that it claims that each saves a hundred lives. That is what each does, not by himself, but
with the help of the others” (p. 69).
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BYRNE 763

platform—or if the first surgeon had not operated—it is not true that fewer people would have
been saved had Agatha not donated her money.10)
So why didn’t Agatha save anyone’s life with her $4000 donation to Oxfam? Because there is

no person that she saved and if there is no person that she saved, how can it be that she saved
someone’s life? It cannot.

8

We should pause to wonder where this leaves our obligation to donate to Oxfam and others. If that
obligation exists only because there is nomoral difference between failing to donate and failing to
save a drowning child, then the preceding entails that we in fact do not have any such obligation.
But we should always have been suspicious of that antecedent and just because Agatha does not
save the ultimate beneficiary(s) of her donation to Oxfam, that does not mean that she does not
stand in any morally important relationship to them in virtue of her donation. But what might
that morally important relationship be?
Readers might have assumed that that relationship is letting live—that Agatha, with her

donation, let someone live—and while that is right in sprit, it is not in letter. Recall:
A lets B live= df B’s survival is a consequence of something A does, yet A doesn’t save
B’s life.

Just as there is no determinate person that Agatha saved by donating to Oxfam, nor is there a
determinate person whose survival is a consequence of her donating, and so Agatha did not let
anyone live by donating.

10Why is not it true? The number of lives Oxfam saves this year is heavily influenced by this year’s weather and, in turn,
the natural disasters that that weather causes: different weather would have resulted in different disasters (and different
malaria outbreaks, etc.), different needs, different costs of satisfying those needs and, in turn, a different number of peo-
ple saved by Oxfam. But which natural disasters strike this year is extremely sensitive to everything that happened last
year: for example, the precise movements of any given butterfly (this is the so-called butterfly effect) and Agatha’s precise
movements (including exactly how her fingers moved when she donated that money). And which natural disasters would
have struck this year had Agatha not donated that money is similarly sensitive—in particular, it is sensitive to precisely
how Agatha would have acted instead (moving in this precise way or that precise way, etc.). Yet there is just no fact of the
matter as to precisely how Agatha would have moved last year had she not donated the money and thus there is no fact
of the matter as to which natural disasters would have struck this year had she not donated: it is indeterminate. Thus, it
is similarly indeterminate how many lives Oxfam would have saved this year had Agatha not donated and thus it is not
true that Oxfam saved more lives this year than they would have without her donation. (See Byrne, 2023b; Hare, 2011.)
Some writers have been attracted by another sort of indeterminacy, at the level of causation itself. Suppose that A could

save either B orC, yet omits to do so (adapted fromSartorio (2006)). Bernstein (2016) and Swanson (2017) argue thatwhileA
thereby caused a death, it is indeterminate which death she caused. Might their reasoning support thinking that Agatha,
by donating to Oxfam, did save a life and it is just indeterminate which life she saved? No (even setting aside whether
omissions can be causes and whether there is a simple move from A caused B to be saved to A saved B). The indeterminacy
in their example has a precise source: (i) that A omitted to save anyone and (ii) that it is indeterminate whom she would
have saved had she saved someone. Once we see that that is the source of the indeterminacy in their example, we see that
applying the same reasoning to Agatha is a nonstarter, since Agatha did in fact donate. With this in mind, their example
sits on the other side of the line I drew in footnote 8: there is nothing wrong with it being indeterminate who I would have
seen had I looked through the window into the bustling room; nor with it being indeterminate which number I would
have rolled had I rolled the die; nor with it being indeterminate who A would have saved had she saved someone. But
that has no bearing upon the unintelligibility of “I saw someone through the window, but it’s indeterminate who I saw,”
“I rolled a number, but it’s indeterminate which,” and “I saved a life, but it’s indeterminate whose.”
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764 BYRNE

Instead, all we can say—in terms of letting live—is that, by donating toOxfam,Agatha let some-
one live in the aggregate and in expectation.11 (“In the aggregate” because there is no determinate
person that Agatha let live; “in expectation” because Agatha could expect that her donationwould
result in one more person surviving, even though it is not true that more people in fact survived
than would have done had she not donated (see footnote 10).) And this should feel familiar, since
it is the consequentialist’s “expected utility,” just differently described. Many readers will already
have made up their minds as to whether such facts are sufficient to oblige Agatha (and the rest of
is) to donate to Oxfam—and so I do not engage.
Here is an alternative, in terms of saving rather than letting live (suggested by a reviewer, though

not necessarily in endorsement). Consider all the people who donated to Oxfam last year (the
“donors”): plausibly, the donors together saved all those lives that Oxfam saved this year, even
though none of them individually saved a life. Might Agatha have been obligated to donate to
Oxfam because, by donating, she became a member of the donors (i.e., a member of a group that
saved many lives)? Perhaps. But we should not confuse membership of the donors with mem-
bership of other life-saving groups. Recall A1 and A2, from the previous section: they were each
members of a group (the “platformers”) who stood on a platform and thereby saved B1 and B2.
Being a member of the donors is not at all like being a member of the platformers: membership
of the platformers confers life-saver status, but membership of the donors is not like that (as we
have seen); and it is true of each platformer that fewer people would have been saved had she
not joined the group, but that is not true of any one of the donors (as we have also seen). Instead,
the strongest thing that membership of the donors confers upon each of its members is the fol-
lowing: if she had not joined, then the donors would have saved one fewer life in the aggregate
and in expectation. This should again feel familiar: it is the consequentialist’s “expected utility,”
described anew.
My suspicion is that these roads inevitably led here and that our reasons to donate to Oxfam are

indeed exhausted by the expected utility of those donations; by how, by donating, we let someone
live in the aggregate and in expectation. If I am rightly suspicious, then those readers who have
made up their minds as to whether such facts are sufficient to oblige us to donate to Oxfam have
thereby made up their minds as to whether we are indeed obligated. Either answer is compatible
with everything said in this paper—and so I leave it there.
Instead, what matters here is that there is a moral difference between saving and letting live,

and that we do not save any lives when we donate to Oxfam and others. (I turn to the cash value
of this moral difference in §10.)
Charities are, in some sense, live to all this. It is not a coincidence that they are keen to connect

donors to particular beneficiaries (“here is so-and-so with her new malaria net, purchased with
your money”) and doubtless this is because it leads to more donations. The preceding says that it
leads to more donations because it makes donors feel like they are saving that beneficiary’s life,
even though they are not.
This might make us all wonder whether there is any way that Oxfam could run such that its

donors would individually save the beneficiaries of their donations. Here is one way—inspired by
Annie’s earlier involvement with the helicopter pilot. Oxfam generates a list of people who will
die without immediate assistance. Oxfam’s canvassers then pick a person from that list, B, and
pitch to potential donors as follows (speaking truly, throughout): “Excuse me, Mrs Gibbins. This
person, B, is in dire need of assistance. We have the infrastructure to provide it to him, but we
don’t have the funds to first purchase the goods. If you donate today, then we will use that money

11 Is there a moral difference between letting live and letting life in the aggregate and in expectation? I do not think so (see
footnote 15).
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BYRNE 765

to purchase those goods and deliver them to B. If you don’t, then B will be forever struck from
our list and will certainly die. You are the only one who can, with our help, save his life.” Under
such an operation, Mrs Gibbins’s donation would go to B and Mrs Gibbins would save B’s life
(much like Annie would have saved the child’s life had she bought the helicopter pilot his fuel):
moreover, and in accordance with the conclusions of the preceding section, it seems to me that
she would act terribly if she were to refuse to donate.
It is a further question whether Oxfam should run its operations in this way. To the extent that

Oxfam’s purpose is to save lives, it seems to me that they should adjust their operations if and
only if doing so enables them to save more lives—and that is an empirical matter, about which I
have no expertise. (My armchair suspicion is that the adjustment would introduce eye-watering
inefficiencies into Oxfam’s operations, ones that would not be offset by the additional donations
generated by our being obligated to donate: not everyone does as they ought, especially when it is
expensive. I also wonder whether Oxfam would be able to recruit a workforce sufficiently steel-
hearted to watch the impoverished die whensoever their associated donor declines to donate.)

9

Let us return to our theory of saving. We can expand it by tying saving to something more
familiar—viz. killing. By means of introduction, recall:

A simple case of commission: Annie brakes at the red light while Ben crosses the
road in front of her. If Annie hadn’t braked, then she would have run Ben down; Ben
would have died, but for what Annie did, yet Annie didn’t save Ben’s life.

While it is plain that Annie did not save Ben’s life here, we might wonder why she did not. After
all, she did stop several tonnes of metal from running Ben down and why, we might wonder, isn’t
that sufficient for Annie to have saved his life?
It isn’t sufficient because saving and killing are duals: you do not save someone’s life by merely

failing to kill her and nor do you kill someone merely by failing to save her. More precisely:
if A would have killed B by ɸ-ing, then A does not save B’s life by not ɸ-ing.

Annie would have killed Ben by running him down and thus, by the preceding, it is not the case
that Annie saves Ben’s life by not running him down. Similarly, if I had used my car to block the
firefighters’ path to your burning house, then I would kill you by refusing to move it (supposing
that those firefighters would otherwise rescue you from the flames), and therefore I do not save
your life when I do move my car. And the converse:

if A would have saved B’s life by ɸ-ing, then A does not kill B by not ɸ-ing.
Annie would have saved the child’s life by dragging her from the pond and, therefore, Annie does
not kill the child by failing to drag her from the pond.
So saving and killing are duals.
I said above that our best response to tricky cases—to those cases in which it is unclear whether

A saves B’s life—is to build up a theory of saving. That is no small task, but this section and §7
have gotten it underway.

10

In §5, I introduced two cases, each of which revealed the moral difference between saving and
letting live. The first of them was An interesting case of omission:
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766 BYRNE

A runaway trolley is heading towards five trapped workers. Ben is leaning precari-
ously over the footbridge rail observing the situation and, if he falls, he will stop the
trolley before it reaches the five. Annie sees a harsh wind gusting towards Ben. She
could alert him, giving him time to move to safety, but she keeps quiet. The wind
knocks Ben off the bridge, stopping the trolley.

And, as a reminder, the other involved Annie declining to wrestle the consequentialist to prevent
him from pushing Ben off the footbridge—that was Segev’s case. Of both of them I said that it is
the moral difference between saving and letting live that explains why Annie acts impermissibly.
In §6, I said that the same moral difference has been staring at us for ages. It is what explains

the long-felt difference between Singer’s two cases: between Annie refusing to rescue a drowning
child (lest she ruin her favorite outfit) and refusing to donate the cost of that same outfit to Oxfam
(with which they could, in the aggregate, prevent the death of a child).
Notice that Singer’s two cases can also be merged into a single case—one that shares the same

structure as those from §5:
Annie has $20,000 strapped to her chest. On her way to donating that money to
Oxfam, she passes a child drowning in a lake. Unfortunately, there’s not time enough
to remove the money from her chest before the child drowns. Annie could rescue the
child, but that would ruin the money or she can continue on her way and donate
the money (with which Oxfam could, in the aggregate, prevent five deaths). Annie
continues on her way; the child dies.

Annie did not save any lives that day, but she could have saved the child’s life. It is that difference
that explains why it is impermissible—as surely it is—for Annie to have acted as she did.
Or so I say.
In any case, we have now seen various places wherein the moral difference between saving and

letting live reveals itself. It sits alongside the differences between killing and letting die, between
breaking and letting break and so on. It is just another instance of the schema introduced in §4:

there is a moral difference between VT-ing X and merely letting X VI.

It is the difference between savingT and letting liveI.
I have not yet said anything general about the nature of that moral difference—about its cash

value—and that is harder to do. My commitment here is that the moral difference between saving
and letting live parallels the moral difference between killing and letting die.
Accordingly, we can be sure that it does not amount to any sort of absolutism. It does not, that

is, amount to the following: whensoever A has a choice between saving one person or letting five
people live, it is impermissible for her to let the five live. Five people are drowning and Annie
can either take the jet-ski herself and save one of the five (such are her limitations) or she can
let Judy take the jet-ski, knowing that Judy will be able to save all five. It is not impermissible
for Annie to cede the jet-ski to Judy—even though, in doing so, she will be letting five live rather
than saving one—and, therefore, absolutism is false. (Just as the corresponding absolutism is false
vis-a-vis killing and letting die: if Villain will kill five people unless Annie kills one of the five, it is
not impermissible for Annie to kill the one—even though, in doing she, she would be killing one
rather than letting five die).
We can also be sure that the difference between saving and letting live does not fetishize saving

lives. It does not require us to save those who are in the process of being saved by another: I am
not required to barge a lifeguard aside in order to drag the child from the ocean myself. Indeed,
if the lifeguard can save the child more deftly—and less injuriously—than I can, I might well
be required to keep out of his way. (Just as the difference between killing and letting die is not
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BYRNE 767

phobic: I might well be required to kill you painlessly, rather than let you die painfully at the
hands of another.)
For better or for worse, we can also see that the difference between saving and letting live

inherits the vexations of the trolley problem:
Five people are drowning in the left fork of the river, while a single person is drowning
in its right fork. Just above the fork, a raft is heading leftwards towards the five. Annie
is able to instead divert the raft rightwards towards the single person. If Annie does
nothing, then she will let the five live and fail to save the one; if she diverts the raft
she will save the one.12

To the extent that it seems permissible for Annie to do nothing (yet impermissible for Annie to
do nothing in, e.g., An interesting case of omission), we face a puzzle. But notice that the puzzle
is the exact inverse of the trolley problem. The trolley problem asks why it is (apparently) permis-
sible to divert a trolley away from five people and toward one person (and thereby kill the one)
rather than do nothing and merely let the five die; and here we are puzzled by the impermissi-
bility of diverting the raft away from five people and towards one person (and thereby saving the
one) rather than doing nothing and merely letting the five live. It is the same problem, inverted.
(“For worse” because without a solution to the trolley problem, we cannot say exactly what the
differences between saving and letting live and between killing and letting die amount to. “For
better” because that the problem so cleanly translates from killing and letting die to saving and
letting live is, to my mind, wonderful evidence of the moral parallel I am claiming here.)
Lastly, the difference between saving and letting live cannot be “consequentialized.” In An

interesting case of omission, it is impermissible for Annie to fail to save Ben in order to let the
five live. Notice how that remains the case even if someone else had declined to rescue the five
such that, if the five now die, then that someone will have failed to save each of them.13 (Just as it
is impermissible for a transplant surgeon to kill one healthy patient to prevent five other deaths;
and just as it remains impermissible even when she would thereby prevent someone else from
having killed those five others—e.g., five others who each need an organ because that someone
had poisoned them.)
With all that inmind, themoral difference between saving and letting live is (speaking roughly)

such that we have more reason to save lives than we do to merely let others live. (I use “reason”
here in the objective sense, whereby it is impermissible for A to ɸ iff there exists some Ψ such
that A has more reason to Ψ than to ɸ.) Howmuchmore reason? Enough for it to be the case that
Annie has more reason to save a single life (by, e.g., alerting Ben to his peril) than to let five others
live (by keeping quiet). Those reasons are not absolute and they can be overridden (as when, e.g.,
millions would otherwise be let live) and they can also be undercut (as with Judy and the jet-ski,
or when the life in question will be saved regardless).
Thatmoral difference sits in parallel to the familiarmoral difference between killing and letting

die (which, speaking similarly roughly, amounts to us havingmore reason not to kill thanwe have

12 See Thomson’s case of the health pebble (1976, §2).
13 Foot (2002a, Chap. 5)was vexed by a doctor letting a homelessman die in order to harvest his organs and thereby save five
others. She said (quite rightly) that the difference between killing and letting die cannot explain why it is impermissible
(as surely it is) for the doctor to behave like that and so she concluded that moral theory must additionally endorse the
doctrine of double effect (thereby recanting her earlier, convincing rejection of that doctrine (2002b, Chap. 2)). To the
extent that Foot’s case is analogous to this variation of An interesting case of omission, just introduced, Foot is mistaken:
we do not need the doctrine of double effect, but only the difference between saving and letting live (along with some
justification of the familiar idea that these sorts of differences—between killing and letting die, between saving and letting
live, etc.—cannot be “consequentialized”).
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to not let die). We should wonder how those principles interact: how do our reason not to kill
match up against our reasons to save? This is a familiar question with a familiar answer. Recall
Foot’s case, from §3:

The tide is rising and five people are trapped in a cove. To reach the five in time, A
would have to run down B who is trapped in the access road. A rescues the five; B is
run down.

What explains why A acts impermissibly is that we have more reason not to kill than we have to
save—even to save the five (i.e., our “negative” duties are stronger than our “positive” ones).
Notice, I have made no claims about the absolute strength of these reasons and, in particular,

I have made no claims about the absolute strength of our reasons to let live. It is compatible with
everything said here that while we have less reason to let live thanwe have to save, we nonetheless
still have plenty of reason to let others live (or very little reason. . .or amiddling amount of reason).
Notice also, nothing said here requires that letting live be a homogenous moral category (just as
the difference between killing and letting die does not require that letting die be a homogenous
moral category14).What has been claimed is simply that there is amoral difference between saving
and letting live such that (speaking roughly) we have more reason to save lives than we do to let
others live.

11

Earlier, I reported that Sridharan had, in conversation, pressed me on why the moral difference
between saving and letting live does not reveal itself in simpler cases (simpler, structurally speak-
ing, than those introduced in §5). The sort of case he had in mind is one in which the agent faces
a choice between saving one person over here or letting five people live over there (and the dif-
ference would be revealed by its being plain that the agent ought to save the one). Certain things
needed to be said before I could answer him, but they have now been said.
Here is a case that satisfies Sridharan’s structure:

Anika is driving her lorry towards the crosswalk, where five workers are trapped in
cement. The lorry’s brakes are worn such that the brake pedal must be pressed con-
tinuously if the lorry is to stop before it runs down the five. Next to the road, Bert is
drowning in a pond, with only seconds left until he perishes.

Anika thus faces a choice between (a) saving Bert (you save those you drag from ponds) or (b)
letting the five live (you do not save those you do not run down with your lorry). However, it
would be impermissible for Anika to choose (a); she must choose (b). Does that ring the death
knell for the moral difference between saving and letting live?
It does not and the explanation why has two parts—one from each of the preceding two sec-

tions. In §8, I said that killing and saving are duals. That duality goes two ways, but only one
direction is relevant here:

if A would have killed B by ɸ-ing, then A does not save B’s life by not ɸ-ing.
And that was operative in A simple case of commission (in which Annie brakes as Ben crosses the
road in front of her): Annie would have killed Ben had she not braked, and therefore, she does not
save his life when she does brake. I raise this to remind ourselves that Annie would have killed

14 There is reason to think it is not an homogenous moral category. For example, Unruh (2021) (building off of Hanna
(2015)) argues that letting oneself kill is a morally important subcategory of letting die. Her arguments are compelling.

 19331592, 2025, 3, D
ow

nloaded from
 https://onlinelibrary.w

iley.com
/doi/10.1111/phpr.70030, W

iley O
nline L

ibrary on [15/11/2025]. See the T
erm

s and C
onditions (https://onlinelibrary.w

iley.com
/term

s-and-conditions) on W
iley O

nline L
ibrary for rules of use; O

A
 articles are governed by the applicable C

reative C
om

m
ons L

icense



BYRNE 769

Ben had she not braked in that case. And what goes for Annie and Ben there similarly goes for
Anika and the five workers trapped in cement: Anika will kill the five if she does not brake.
With that in mind, my description of Anika’s choice—just above—was misleading. Properly

understood her choice is between (a) saving Bert and killing the five workers or (b) letting the five
workers live (and letting Bert die). As we saw in the previous section, yes, Anika has more reason
to save than to let live, but she has even more reason not to kill than she does to save—and that is
why she must choose (b).
What’s goes for Anika’s case goes for many cases and that is because, often, when you fail to let

someone live, you kill them. Recall:
A lets B live= df B’s survival is a consequence of something A does, yet A doesn’t save
B’s life.

If what A does is to get out of B’s way, then, if A had not gotten out of B’s way (and B therefore
dies), then often it will be that A killed B. This is the case when “get out of theway” is taken simply
and, for example, A moves so as to let B escape the inferno: A let us B live, but if she had stood
firm, she would have killed B. And it is the case when “get out of the way” is taken more broadly,
as in A simple case of commission, where A “gets out of B’s way” by not getting in his way in the
first place.
So when you have cases like this—cases in which A would kill B by failing to let him live—

then the difference between saving and letting live will not reveal itself: not because there is no
difference, but because it is swamped by the difference between killing and failing to save. Instead,
we want cases in which A would not kill B by failing to let him live—and we get that from the
cases introduced in §5.
In An interesting case of omission (in which the wind is about to topple Ben into the trolley’s

path), if Annie had alerted Ben to his peril, then she would not have let the five workers live, but
she would not have thereby killed those workers. And similarly, in Segev’s case (in which a con-
sequentialist is about to push Ben off the footbridge into the trolley’s path), if Annie had wrestled
the consequentialist, she would not have thereby killed the five workers. (It is an interesting ques-
tion why, in both cases, she would not have thereby killed the workers. I stress that the question is
why and not if: I take it as a datum that she would not. In any case, I do not answer that question
here. See Byrne, 2021.)
With all this in mind, we might wonder under what other circumstances one might fail to let

someone live without thereby killing him. It seems to me that the following case invokes such a
circumstance:

Each year Doctor travels through the remote Amazon, offering life-saving surgery to
those indigenous people who need it (and invariably won’t otherwise receive it, given
where they live); this year, his funds will enable five such surgeries. However, Doctor
has been struck down by illness: it’s not fatal, but it would prevent him making his
trip. Abi has enough medicine to either cure Doctor’s illness (and thus enable him to
take his trip) or to cure Bob’s fatal disease.

If Abi were to cure Doctor’s illness, then she would let five indigenous people live: they each
would not survive but for her curing Doctor, yet she would not thereby save their lives (at least,
so it seems to me as a matter of metaphysics).15 Moreover, if she fails to let them live (because she
instead saves Bob’s life), then it is not the case that she will kill the five indigenous people. So,

15 In footnote 11, I reported my suspicion that there was not a moral difference between letting live and letting live in the
aggregate and in expectation. We can test that suspicion here: would a stranger have more reason to pay for an expensive
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770 BYRNE

as I say, this seems to be a case in which Abi might fail to let the five live without thereby killing
them.16 The moral difference between saving and letting live thus returns that Abi is required to
save Bob’s life, rather than cure Doctor’s illness and thereby let the five indigenous people live.
That seems right to me.17
There will be other circumstances under which Amight fail to let B live without thereby killing

B, and discovering them will aid the theory-building project began in §7 and §9. I set that project
aside then, and I do not reopen it now.

12

There is a difference between person A killing person B and it merely being the case that B would
not have died but for what A did—viz. the difference between killing and letting die. We now
know that that is not the end of the story: there is also a difference between A saving B and it
merely being the case that B would have died but for what A did. That is the difference between
saving and letting live.
Why should that latter difference have gone unnoticed? Part of the explanation has to be the

non-consequentialist’s focus on rights and on the infringements/violations of those rights. If that
is your focus, thenmoral differences that do not concern rights—as the moral difference between
saving and letting live does not—will dwindle into the background. And recall the point raised
in §11: many cases of failing to let live are cases of killings, and since we have more reason not
to kill than we have to save, the difference between saving and letting live is swamped in such
cases—dwindling further still.
Yet, while those points might explain why non-consequentialists have not thought about

cases—like those introduced in §5—that exhibit the difference between saving and letting live,
they say nothing about why, when attending to cases that do exhibit that difference, it has still
gone unnoticed. The literature on Singer’s cases is like that. Perhaps it is another instance of
non-consequentialism too readily ceding the terms of debate to the consequentialist, because
once you start bean-counting utilities—a drowning child here, a starving child there—non-
consequentialist distinctions have a tendency to fade. Or perhaps it is because we have been
brow-beaten by charities into accepting their pronouncements that we can save lives by donat-
ing to Oxfam and others. Or perhaps it is just because simple answers are sometimes the hardest

drug that would cure Doctor (and thereby let his five patients live) than to donate the cost of that drug to Oxfam (and
thereby let five people live in the aggregate and in expectation)? My sense is that it is a wash, which fits with my suspicion.
16 Kamm (1998) distinguishes between the direct and indirect beneficiaries of one’s actions: “A direct beneficiary of a scarce
resource is someone for whom that resource is useful. For example, if someone needs a medicine to cure his illness, that
medicine is useful to him, and he would be a direct beneficiary. An indirect beneficiary of a scarce resource is someone
who does not need that resource for himself, but would be benefited indirectly if someone else got it who was then able to
help him” (Chap. 8). I suggest that when to comes to life and death the direct beneficiaries of my actions are those I save,
while the indirect beneficiaries are those I merely let live.
17 Things becomemurkier if we adjust the case. Five hospital patients are awaiting life-saving surgery, yet their surgeon—
who is the only one qualified to perform the surgery—has taken ill. Abi can either cure surgeon’s (nonfatal) illness (and
thereby enable him to save those five lives) or she can cure Bob’s fatal illness. It is unclear to me what Abi ought to do (it is
unclear to me what I would do if were here). But the murkiness is twofold. Alongside that moral uncertainty, there is also
metaphysical uncertainty since it is similarly unclear to me whether, if Abi were to cure the surgeon, she would save the
five patients or merely let them live. So, as far as the difference between saving and letting live goes, the moral uncertainty
is appropriate.
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BYRNE 771

to see—and this one is about as simple as they come.What is the difference betweenAnnie failing
to rescue a drowning a child and her failing to donate $4000 to Oxfam? It is the following simple
fact: only by failing to rescue the drowning child does Annie fail to save a child’s life.
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